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Abstract
We consider a simple model in which a population of individuals with idiosyncratic willingnesses
to pay must choose repeatedly either to buy or not a unit of a single homogeneous good at a given
price. Utilities of buyers have positive externalities due to social interactions among customers.
If the latter are strong enough, the system has multiple Nash equilibria, revealing coordination
problems. We assume that individuals learn to make their decisions repeatedly. We study the
performances along the learning path as well as at the customers’ reached equilibria, for diﬀerent
learning schemes based on past earned and/or forgone payoﬀs. Results are presented as a function
of the price, for weak and strong social interactions.

Pure reinforcement learning is shown to

hinder convergence to the Nash equilibrium, even when it is unique. For strong social interactions,
coordination on the optimal equilibrium through learning is reached only with some of the learning
schemes, under restrictive conditions. The issues of the learning rules are shown to depend crucially
on the values of their parameters, and are sensitive to the agents’ initial beliefs.

1

Introduction

In this paper, we consider the simplest model where individuals with social
interactions have to make a binary choice. Since early work by Schelling [28,
29, 30], who analyzed patterns of social segregation in urban areas, to recent
applications, like the analysis of large variances in criminality across cities by
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Glaeser et al.[15], social interaction models have deserved increasing interest in
economics literature (see Blume [2], Glaeser and Scheinkman [14], Brock and
Durlauf [4], and, for recent overviews, Manski [19] and Ball [1]). More recently,
the model has been generalized by some of us [17, 21, 16] to a simple market
situation: a population of heterogeneous individuals –having diﬀerent and timeindependent willingnesses to pay– subject to local positive externalities have to
choose either to buy or not a unit of a single good at a given price, e.g. posted by
a monopolist. Most of published works on models with social interactions study
their Nash equilibria properties. In principle, Nash equilibria may be reached
by the system if agents are perfectly rational and have complete knowledge
of the strategies and payoﬀs of all the agents. However, when more than one
equilibrium exists, the one eﬀectively reached by the system cannot be predicted
a priori, even in small systems.
Furthermore, experimental results in psychology and economics (see Camerer
[6] for a recent review) show that individuals are unlikely to base their decisions
uniquely on rational deductions. It has been argued that whenever the expected
utilities depend on the strategies of other individuals, deviations from rational
behaviour may arise, in particular due to a lack of information about the rationality of the others. In such situations of strategic uncertainty, individuals
rely on a priori beliefs. Outcomes of coordination games reported for example
by Van Huyck et al. [32], reﬂect such apparently non-rational behaviours. This
is even more conspicuous in large social systems because making decisions that
depend on the decisions of many other agents is a diﬃcult cognitive task.
When individuals have to make decisions repeatedly, they may modify their
beliefs by learning based on more or less fragmentary information about past
behaviours or experiences (see Young [34], Camerer and Ho [7] among others).
Most models of learning proposed in the literature assume that each agent makes
his decisions based on values he attributes to each possible strategy. Following
Camerer [6], these values are called attractions hereafter. Attractions may depend on summary statistics, like those considered by Crawford [8], on earned
and/or forgone utilities, or any other quantity observable by the agent or reﬂecting his beliefs [33]. Before making a decision for the ﬁrst time, diﬀerent
individuals may have diﬀerent initial attraction values, which are subsequently
revised using a learning rule.
The learning literature has proposed many plausible learning schemes (see
for example Fudenberg and Levine [13], Sutton and Barto [31]). They are all
based on an error correction dynamics using empirical data, and diﬀer mainly
on the amount of information assumed to be available to the learners, and on
the conﬁdence put by the learner on its quality. Myopic (Cournot) best reply,
for example, needs knowledge about the outcomes of the preceding decisions.
Reinforcement learning only uses the returns of the actually played strategies, so
that attractions of not experimented strategies are not updated. Fictitious play
learning schemes (Brown [5], Robinson [25]) weight diﬀerently the information
depending on whether the strategy was actually played or not. Furthermore,
even within one class of learning scheme there are variations, depending on which
quantities are used to determine the attractions, and to the numerical values
of the rule’s parameters. When used to ﬁt experimental data, such variations
allow to produce diﬀerent explanations, as recently showed by the reinforcement
learning rules considered by Erev and Roth [11] and Sarin and Vahid [27]. Although there are many studies of the properties of diﬀerent learning algorithms
2

a better understanding of their comparative behaviour is clearly lacking.
In this paper we are interested in the equilibria reached by a population of
heterogeneous learning agents with social interactions. We compare the convergence properties of the system for several learning rules, that use diﬀerently the
available information, and explore the incidence of diﬀerent initial conditions.
Like in the model studied in [17, 21], customers have idiosyncratic willingnesses
to pay (IWP), and exert positive mutual inﬂuences. One interesting characteristic of models with social interactions is that when the interactions are strong
enough, there are two Nash equilibria [21]: one with a small fraction of buyers,
and another one with a large fraction of buyers, the latter being the Pareto
optimal equilibrium. The nature of this equilibrium is similar to that of the
dominant Nash equilibrium in coordination games. It is worth to stress that
these multiple equilibria arise in the collective models as a consequence of the
externality for any distribution of the idiosyncratic component over the population, i.e. without having to assume any bimodal distribution of the customers’
IWP (a bimodal distribution of the IWPs gives rise to coordination problems
even without externalities). In principle customers should learn to select the
best individual response in a game where each one plays against all the others,
and have thus to learn from each other. Here we restrict to the analysis of
the learning problem under the simplifying hypothesis that all the customers
use the same learning rule, although they start with diﬀerent initial values of
the attractions. We compare the system’s behaviour at diﬀerent prices, under
diﬀerent initial conditions, and using diﬀerent learning rules. We assume that
the price is exogenous.
The paper is organized as follows: the customers model is presented in section 2. Section 3 describes the framework of the learning schemes used by the
agents in our simulations. The statistical characteristics and equilibrium properties of the simulated population are described in section 4. The general settings
and the simulations results are then described in sections 5 and 6. Section 7
concludes the paper and presents some open questions.

2

The model

We consider a population of N agents (i = 1, 2, . . . , N ), with the following
characteristics:
Strategies: each individual i has to make a binary choice, that we denote
ωi = 1 (to buy, to adopt a fashion, etc., depending on the situations
addressed by the model) or ωi = 0 (not to buy, not to adopt, etc.);
Heterogeneity: each individual has his own (idiosyncratic) willingness to pay
or to adopt, Hi ; the larger Hi the higher the willingness to choose ωi = 1
rather than ωi = 01 . We assume that Hi is distributed among the agents
according to a probability distribution function (pdf) of average H and
variance σH . A uniform distribution was considered by Gordon et al. [17],
whereas Nadal et al. [24, 21] present results for a logistic pdf. In the
present paper we consider a triangular distribution (see section 4).
1 Without loss of generality, H represents the preference diﬀerence between strategy ω = 1
i
i
and ωi = 0
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Externalities: we assume that the willingness to pay of each individual i increases beyond his IWP (Hi ) if other customers also decide to buy. In
general, individuals may be susceptible to the decisions of a speciﬁc subset
of agents, that constitue their so-called neighborhood. Here, we assume a
global neighborhood: the social component is proportional to the choice
ωk (k = i) of every other agent. Moreover, we assume that the corresponding weights Jik are equal and positive (Jik = J > 0 for all k = i;
Jii = 0). Positive weights correspond to strategic complementarity, as discussed by Durlauf [9]. The actual
payoﬀ of agent i if his strategy is ωi = 1,

is Ui ({ω−i }) = Hi + (J/N ) k ωk − P , where P is the posted price. Otherwise, it vanishes. If Ui ({ω−i }) is positive (negative), the optimal choice
is ωi = 1 (ωi = 0).
Learning: we assume that the individuals do not know the values of the payoﬀ
expected upon choosing the strategy ωi = 1 but estimate their attraction
Ai of playing it instead of ωi = 0, based on their past experiences. The
actual payoﬀ corresponding to deciding ωi = 1 at time t is2
Ui (t) = Hi + Jηi (t) − P,

(1)

which depends on the actual fraction of other customers that buy at time
t:

1
ηi (t) =
ωk (t).
(2)
N −1
k (k=i)

Notice that buying because the attraction is positive runs the risk of having
a negative payoﬀ. Conversely, if the choice is ωi = 0, the individual has a
vanishing payoﬀ but may miss a positive one.
There are many models of how attractions may be determined by the
agents. In this paper we make the assumption that the individuals do
not know precisely the values of the parameters Hi and J, and that they
may even not know the structure of their utilities. Their attractions are
estimations of the expected payoﬀs that rely on the values of Ui (t) grasped
at each period, after making decisions.
It has already been pointed out by Föllmer [12], Schelling [30], Blume [3] and
Durlauf [9] among authors in economics and social sciences that the population
model considered here, with idiosyncrasy and additive externalities (but without the learning ability) belongs to a family of models of magnetic systems in
Physics. The most important concept issued from such models is the existence
of collective states. These are system’s states characterized by strong correlations among the individual states (the agents’ decisions), which only arise if
there are mutual inﬂuences between the elementary components, be they physical or social (see also [9, 22, 23]). In this paper we are interested in the steady
state reached by the system when individuals make their decisions with limited
information, represented by the attractions learned from their past experiences.
Although we formulate the model in economic terms, it applies to any situation where social interactions inﬂuence the preferences of the individuals3 .
2 Because our model encompasses market and non-market situations, in the paper we use
indistinctly utility or payoﬀ for the quantity Ui , as well as “to buy” or “to adopt” for strategy
ω= 1.
3 In non-market situations like the ones considered, for example, in [30, 18, 10, 14], the
value of H − P should be interpreted as the population average willingness to adopt the state
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If the number of agents N is large enough, we can determine analytically the
Nash equilibria of the system, as described by Nadal et al. [21]. These equilibria,
that correspond to the optimal decisions, are realized with probability 1 if the
individuals are rational and have full knowledge of all the parameters of the
model. The theoretical results are obtained in the limit of large populations,
which allows to approximate ηi (t) in (2) by
ηi (t) ≈ η(t) ≡

N
1 
ωk (t).
N

(3)

k=1

With this approximation, the social component of the willingness to pay is
proportional to the rate of adoption of the good. The properties of the system
may be visualized in a so-called phase diagram. In a plane of axis J and P − H,
it represents the regions where diﬀerent regimes of Nash equilibria exist. If J
is suﬃciently large, there is a range of values of P − H where two diﬀerent
equilibria coexist. Although the exact boundaries of this region depend on the
details of the pdf, its very existence is a general property of the model, due to
the social interactions. These equilibria are of the same nature as those of a
coordination game, but here the payoﬀs of all the players are diﬀerent, because
the population is heterogeneous.
In section 5 we present the phase diagram corresponding to the triangular
distribution used in the simulations. We do not detail here its calculation, that
follows the same lines as in [17] and [21].

3

Learning binary choices from experience

We are interested in the equilibria reached when the customers are rational but
have incomplete knowledge: they make their decisions repeatedly at successive
periods t based on information obtained from past actions. The system evolves
through an entangled dynamics that combines decision making and learning:
agent i chooses a strategy ωi (t) using a decision rule (that may be deterministic
or probabilistic) that depends on the attractions Ai (t). Then, the actual earned
payoﬀ –and eventually the payoﬀs corresponding to non-played strategies– are
used to update or learn the attractions for buying according to some particular
learning rule.
Following Camerer [6], we consider his experience weighted attractions (EWA)
scheme, which allows to represent in a single expression many families of learning rules proposed in the literature. We found it convenient to use a parameterization slightly diﬀerent from [6]. Speciﬁcally, given the actual payoﬀ of a
strategy ω, Uiω (t), each agent uses the following adaptive rule to update the
corresponding attractions:
Aω
i (t + τ )
∆i (t)
µ(t + τ )

ω
= [1 − µ(t)] Aω
i (t) + µ(t) ∆i (t) Ui (t),
= δ + (1 − δ)I[ωi (t), ω],
µ(t)
+ κ(1 − φ),
= (1 − κ)
µ(t) + φ

(4)
(5)
(6)

ω = 1 rather than ω= 0. Then, P is the cost of adoption, assumed to be the same for all the
individuals.
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where I(x, y) is the indicator function (I(x, x) = 1, I(x, y) = 0 for y = x) and
τ is the elementary time step. The factor ∆i (t) allows to update diﬀerently the
attractions of played and non-played strategies. µ(t) is usually called learning
rate in statistical learning theory. It weights the relative importance of recent
payoﬀs with respect to past estimations4 . The values of the learning parameters
µ(0) > 0, κ ∈ {0, 1}, φ ≥ 0 and 0 ≤ δ ≤ 1 in (4), (5) and (6) correspond
to diﬀerent assumptions about the rationality and cognitive capacities of the
customers. They allow to decline diﬀerent learning algorithms5 .
The above equations may be simpliﬁed within the binary-choices framework
of our model. First, since ω ∈ {0, 1}, we may consider only the attractions for
buying. We may also write ∆i (t) = δ + (1 − δ)ωi (t) in (5). Thus, in our case
of binary choices, after the strategy ωi (t) is played, the attraction for buying in
next period is estimated as follows:
Ai (t + τ )

=

µ(t + τ )

=

[1 − µ(t)] Ai (t) + µ(t) [δ + (1 − δ)ωi (t)] Ui (t),
µ(t)
(1 − κ)
+ κ(1 − φ),
µ(t) + φ

(7)
(8)

where Ui (t), given by equation (1) is the actual payoﬀ of strategy ω = 1 at period
t. A list of the possible learning rules represented by the above expressions is
given in section 3.1.
Decisions are taken based on the learned attractions. We assume that each
agent chooses strategy ω = 1 at time t using a probability law that depends on
his attraction for buying at time t, P(ω(t) = 1|Ai (t)). Results in the present
paper have been obtained using a myopic best response (9):
ωi (t + τ ) = Θ(Ai (t)),

(9)

where Θ(x) is the Heaviside function (Θ(x) = 1 if x > 0, Θ(x) = 0 otherwise).
Thus, the decision depends only on the sign of the attraction, and not on its
magnitude: the individuals buy whatever the value of their attractions, provided
they are positive. It is worth to stress that this response is optimal with respect
to the attractions. These are learned estimations of the payoﬀs which may be
erroneous, thus leading the individuals to make bad decisions. In the special
case where the attractions are equal to the payoﬀ at the preceding period, this
decision rule coincides with what is usually called Cournot best reply in the
literature.

3.1

Learning rules

The numerical values of the parameters in (7) and (8) allow to generate diﬀerent learning rules. Although we consider the special case of binary decisions,
4 For comparison with the expressions in [6], page 305, that use parameters K, Φ and N (t)
with N (t) = 1 + φN (t − 1), deﬁne µ(t) ≡ 1/N (t). Then, if we identify κ = K and Φ = φ, the
updating rule (6) gives exactly Camerer’s EWA expressions for κ = 1. Since by construction
the coeﬃcients of the two terms in (4) add-up to 1, when κ = 0, our updating (6) is slightly
diﬀerent from that of Camerer’s EWA. All our learning rules have weighted attractions, and
do not include learning through cumulated attractions. The later, however, can be shown to
be equivalent to weighted attractions through a basic rescaling of the quantities of interest.
A detailed discussion of this diﬀerence is left for a forthcoming paper.
5 We assume that, given the learning algorithm, the parameters µ(0), κ, φ and δ are the
same for all the individuals in the populations.
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where the agents only need to estimate the attractions for buying, the discussion
that follows is very general, easily transposable to situations with more possible
strategies.
The factor µ(t) in (7) sets the memory decay rate of past attractions, modelizing the so called recency eﬀect in cognitive psychology. This decay may arise
because of limited memory capacity or because the agent believes that older
information may not be as relevant as the newer one. It is parameterized by the
values of κ ∈ {0, 1} and φ, which control the time dependence of the learning
rate.
For φ = 0 and any κ ∈ {0, 1}, µ(t) = 1 and (7) gives
Ai (t + τ ) = [δ + (1 − δ)ωi (t)] Ui (t).

(10)

This is myopic learning since the attraction at each time step t only relies on the
outcome of the preceding iteration, without keeping any trace of the previous
steps. If δ = 1, the attraction for buying at each time step is the utility of buying
at the previous time step, had the agent bought or not. Combining this updating
scheme with the deterministic best response decision rule (9) gives the standard
Cournot best reply behaviour. It is well known from the Physics literature that,
if the interactions between agents are symmetric and the attractions are the
true utilities at the previous time step, like in (10) with δ = 1, then iterating (9)
with parallel or sequential dynamics6 leads the system to a Nash ﬁxed point.
With a probabilistic decision rule, using a logit distribution of parameter β:
Pβ (ω(t + τ ) = 1) = 1 − Pβ (ω(t + τ ) = 0) =

1
,
1 + exp −βAi (t)

(11)

the system converges to a stationary state, similar but not identical to the so
called Quantal Response Equilibrium in economics [20], in which the decisions
ﬂuctuate close to the optimal ones7 with a variance inversely proportional to β.
This rule reduces to the myopic best response (9) in the limit of β → ∞.
If κ = 0 and φ > 0 in (8), the learning rate decreases through time. Moreover, (6) with κ = 0 gives explicitly
µ(t + τ ) =

µ(0)(1 − φ)
.
µ(0)(1 − φt ) + φt (1 − φ)

(12)

In the limit of t → ∞, if φ < 1 µ(t) converges asymptotically to 1 − φ, the
same time independent learning rate as when κ = 1. This convergence is faster
the smaller the value of φ, and for φ = 0 the value µ = 1 is reached after
only one time step. In that case, only the last utility determines the attraction, like in myopic learning. When φ > 1, the learning rate µ(t) decreases
asymptotically like φ−t . As the factor multiplying Ui (t) in (7) vanishes with t,
learning becomes less and less eﬀective with time. The incidence of the learning
rate time-dependence on the learned values has been studied in the machine
learning literature [26]. A too fast decrease of µ(t) may stop prematurely the
learning process, whereas excessively large values of µ(t) may induce a chaotic
behaviour. Small values of φ(> 1) are preferable for successful learning, at the
price of long learning times.
6 provided
7 optimal

that the sequential dynamics is ergodic
with respect to the attractions, which may be diﬀerent from the actual payoﬀs.
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If κ = 1 in (8), the learning rate is constant: µ(t + τ ) = 1 − φ, meaning that
the agents keep memory of their past utility, but learning remains an active
process in the long run. If φ = 1 there is no learning at all. Values φ > 1
when κ = 1 are not allowed, since they would imply unlearning. The value of φ
(0 ≤ φ < 1) controls the decay rate of past updates. The smaller φ the stronger
the memory eﬀects.
Thus, if φ < 1 we expect quite similar learning behaviours both for κ = 0 and
κ = 1. If φ > 1, which is not forbidden when κ = 0, learning slows down over
(log φ)−1 the
time because the learning rate decays to zero like φ−t . For t
learning ability vanishes. This phenomenon is known in cognitive psychology
as primacy eﬀect: only the ﬁrst experiences are memorized. In learning theory,
this is an undesired phenomenon known as early stopping, and usually reﬂects
a bad adaptation of the learning parameters.
If the true fraction of buyers does not change very abruptly from one time
step to the other –this should be true at least close to convergence– the learning
rule (7) converges to values that depend on whether the steady state of the
agent is ωi = 0 or ωi = 1, due to the decision dependent weighting factor
δ + (1 − δ)ωi (t). The value of δ allows to update the attraction of the played
strategy diﬀerently from that of non-played ones. If δ = 1, all the strategies are
equally updated, a learning scheme known as ﬁctitious play. If δ = 0 we obtain
usual reinforcement learning: the attraction for buying is updated only after
buying, i.e. only if it is positive. Otherwise it remains negative and its absolute
value decays by a factor 1 − µ(t) at each period. Thus, non-buyers will persist
in their initial strategy, ignoring whether it is the correct one. Reinforcement
learning is a plausible learning rule if the only way to obtain information about
the attractions is through playing the corresponding strategies. When 0 < δ < 1
we have weighted belief learning: the utility of the strategy actually played at
time t has a greater inﬂuence on updating the corresponding attraction than the
potential utility of non-played strategies have on their own attractions8 . As a
consequence, non-buyers will systematically underestimate the absolute value of
the attraction for buying. However, whenever δ > 0, the sign of the correcting
term in (7) is correct.
Notice that our parameterization restricts the family of learning rules to
cases where the typical scale of the attractions remains constant (hence the
factors 1 − µ and µ in (7), which add up to 1). A rule allowing for a global
increase of the attractions, with eventual convergence to cumulated payoﬀs,
would be of interest in the case of probabilistic decision rules like (11) or any
trembling-hand perturbation of the deterministic choice rule. In that case, the
decision rule would get closer and closer to a deterministic best response rule
as time increases. However, this eﬀect can be separated from the learning rule
by including a time dependence on the variance of the trembling noise or in the
logit parameter β, such that β(t + 1) > β(t).
In the present paper we consider deterministic myopic best response, where
only the sign of the attractions is relevant.
To summarize, we have the following correspondences:
Myopic learning :
Fictitious play: κ ∈ {0, 1}, φ = 0, δ = 1.
8 We do not consider δ > 1, which corresponds to learners that overestimate the attractions
of non-played strategies. Such values might modelize regret about the played strategy.

8

Reinforcement learning: κ ∈ {0, 1}, φ = 0, δ = 0.
Time-averaged learning :
Fictitious play: κ ∈ {0, 1}, 0 < φ < 1, δ = 1.
Reinforcement learning: κ ∈ {0, 1}, 0 < φ < 1, δ = 0.
Time-decay learning :
Fictitious play: κ = 0, φ > 1, δ = 1.
Reinforcement learning: κ = 0, φ > 1, δ = 0.
Weighted belief learning : κ = 0, 0 < φ < 1, 0 < δ < 1.
We merged under the same designation of time-averaged learning both the
constant- (κ = 1) and the variable- (κ = 0) learning rate learning rules, for
which we expect similar behaviours.
Before presenting our simulation results in sections 5 and 6, we describe the
Nash equilibria of the system. Then we simulate systems of N learning agents,
that start with some initial values of their attractions, decide whether to buy or
not, and update the attractions based on the payoﬀs of the period. We compare
the performances of diﬀerent learning rules and diﬀerent decision dynamics in
terms of learning times and collective states at convergence.

4

Population characteristics and equilibrium properties

We consider the simplest system where the individuals willing to pay large prices
are fewer than those willing to pay low ones. This is a population where Hi ,
the individuals’ IWP distribution is triangular around its mean value H, such
that the fraction of individuals with a given Hi decreases linearly with Hi . In
terms of normalized parameters h ≡ H/σH , xi = (Hi − H)/σH , where σH is
the variance of the IWP distribution, the random variables xi have zero mean
and unitary variance, with probability density function given by:

if x ≤ −b
 0
2(2b−x)
f (x) =
(13)
if −b ≤ x ≤ 2b
 9b2
0
if 2b ≤ x
√
where b = 2. Since individuals with high IWP are less numerous than those
with low IWP, ﬂuctuations in our results are more conspicuous for high values
of the IWP. The triangular distribution presents the advantage of allowing an
analytical determination of the system’s equilibrium properties. These are calculated following the same lines as in Gordon et al. [17]. The fraction of buyers
 2b
is given by the solutions of the self-consistent equation η = p−h−jη f (x)dx.
Figure 1 shows the customers phase diagram. It exhibits the characteristics
of the system’s equilibrium states for diﬀerent values of the normalized parameters p − h ≡ (P − H)/σH and j ≡ J/σH . On the line j = 0, if the price p is
larger than the maximal IWP in the population, namely h + 2b, then nobody
buys and η = 0 (dark-grey region). On the contrary, when p falls below the
smallest IWP in the population (p < h − b) all the consumers buy the product
(η = 1). For intermediate prices, η(j = 0) decreases with the price:
η(j = 0) =

(h + 2b − p)2
for − b ≤ p − h ≤ 2b,
9b2
9

(14)

and saturates at η = 0 for p − h > 2b; η = 1 for p − h < −b. This saturation is a
consequence of the pdf (13) having ﬁnite support. Otherwise the variation of η
would be smooth over all the range of prices. The fraction of buyers is smaller
than 1 in the light-grey region and is strictly 1 at the left of the saturation line
(hashed region). If j > 0, individuals whose IWP is smaller than the price may
have a positive payoﬀ due to the social inﬂuence term, so that the fraction of
buyers at a given price increases with j. This eﬀect is apparent on the phase
diagram through the positive slope of the saturation line (lower bound of the
hashed region) at which η = 1: the larger j, the higher the price at which the
solution η = 1 exists.
If j > jB ≡ 3b/2 there is a range of prices for which two diﬀerent solutions
co-exist. One corresponds to a large fraction of buyers (with the present distribution (13) there is saturation, η = 1), the other one to a fraction of buyers
bounded by a ﬁnite upper value ηsup < 1, represented by the dashed line (upper bound of the grey region). Notice that for p − h and j large enough, the
two co-existing solutions are η = 0 and η = 1, due here again to the boundedness of the support of the IWP distribution. These two possible outcomes
for η, represented by the superimposition of the grey (dark and light) low-η
regions with the hashed high-η one, reﬂect a coordination problem brought-up
by the externalities. This coordination problem is somehow less canonical than
usual coordination games like the stug-hunt game9 ) because, due to the players heterogeneity, diﬀerent individuals earn diﬀerent payoﬀs within each Nash
equilibria. However, the nature of the two equilibria is the same as in usual
coordination games, i.e. an eﬃcient Pareto-optimal one where coordination is
achieved, and an ineﬃcient one with low adoption rates.

5

General simulation-settings

In the next section we compare results obtained through the combination of
deterministic best response decisions with diﬀerent learning schemes (myopic
ﬁctitious play, weighted belief learning, time-average reinforcement learning and
time-decay ﬁctitious play), under parallel and sequential dynamics. We analyze
the behaviour of the fraction of buyers, the fraction of customers that buy
only because of the social inﬂuence (but would not buy otherwise) and the
learning times for each learning scheme. Convergence properties are studied for
each learning rule, to understand which equilibria agents converge to, if any, in
diﬀerent regions of the customers phase diagram.

5.1

Dynamics

There are diﬀerent possible ways of simulating the population decision dynamics,
the most popular being parallel and sequential updating. In parallel dynamics,
at each time step t all the N agents choose their strategies and afterward update
their attractions according to the corresponding utilities. At the other end, we
may consider completely asynchronous agents, each one making his decision
and subsequent attractions updates at a diﬀerent time, in an arbitrary order.
This dynamics is usually implemented by taking at random, with a uniform
9 This

is a class of games used to represent many economic scenarios that require agents to
coordinate their strategies in order to maximize their utilities.
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Figure 1:

Customers phase diagram for the triangular distribution of the IWP. Axis represent
normalized variables: p − h ≡ (P − H)/σH , j ≡ J/σH , where σH is the variance of the IWP
distribution. In the light-grey region, the fraction of buyers is smaller than 1. It is strictly 0 in
the dark-grey region, as a consequence of the distribution having a ﬁnite support. For j > jB , the
domain where all the customers are buyers (η = 1) is seen to overlap with that where the fraction
2
/j.
of buyers is small within a large range of prices bounded by p − h = j − b and p − h = 2b − jB
√
Numerical values: b = 2, jB ≡ 3b/2. For j = 4 (one of the values of j used in the simulations),
the region where two solutions coexist is bounded by p1 − h = 1.7034 and p2 − h = 2.5858.

distribution, the agent that is active at each time step, and is called stochastic
sequential dynamics. In order to compare with parallel dynamics, we make N
asynchronous updates in each period τ . Due to the random choice of the agents
to be updated, it may arise that some agents are not updated at all, while
others are updated more than once, in each period. More precisely, since the
probability of selecting a given agent for updating in one period is 1/N , the
probability that an agent is not selected at all in the period is ≈ exp−1 , that is,
larger than 30%. A consequence of this high probability is a strong slow down
of the temporal evolution of sequential with respect to parallel dynamics.
Remark that diﬀerent time scales for the decision and the learning processes
could be chosen. For example, individuals could memorize experiences through
several decision-making periods before updating the EWA. Such dynamics are
worth being investigated.

5.2

Parameters and initial states

We are interested in the collective learning dynamics corresponding to diﬀerent
parameters values of the EWA learning rate (6). Given the characteristics of
the phase diagram, we focused on the learning behavior for two diﬀerent values
of the social inﬂuence weights, namely j ≡ J/σH = 1, which has a single
equilibrium state for all the values of p − h, and one with j = 4, which may
present two equilibria. In the latter case we denote p1 and p2 the prices at the
boundaries of the region where states with large and small η coexist (see ﬁgure
1).
We used diﬀerent initial conditions of both the states ωi (0) and the attractions Ai (0). Namely, we considered two homogeneous initial conditions (called
cold start in Physics literature), and a random initial state. The two cold start
11

initializations are: the optimistic one, in which all the customers begin by buying the good, ωi (0) = 1 ∀i, and the pessimistic one, with ωi (0) = 0 ∀i. In the
random initial state (known as hot start) the initial strategy of each agent is set
to 0 or 1 with equal probabilities. In all the cases, the initial attractions are
drawn at random from a uniform distribution within an interval [−m, m], but
consistently with the initial states. That is, if ωi (0) = 1, then Ai (0) ∈ [0, m]; if
ωi (0) = 0, Ai (0) ∈ [−m, 0]. We present results for m = 1.
All our simulations correspond to systems with N = 1 000 agents. Results
are averages over 100 systems, corresponding to 100 diﬀerent realizations of the
random idiosyncratic willingnesses to pay (IWP).

5.3

Stationary states

At convergence, provided that µ(t) does not vanish prematurely, the estimated
attractions (7) may be calculated by replacing Ai (t), ωi (t) and Ui (t) by their
asymptotic values Ai (∞), ωi (∞) and Ui (∞). We obtain
Ai (∞) = [δ + (1 − δ)ωi (∞)]Ui (∞).

(15)

Thus, only if ωi (∞) = 1 the estimated values Ai (∞) converge to the actual utilities, Ui (∞). This arises for all the population only when δ = 1. If 0 < δ < 1,
individuals that do not buy underestimate the absolute value of the attraction
for buying, but do estimate its sign correctly. If δ = 0 (classical reinforcement
learning), only the buyers’ attractions converge to the actual utilities, but individuals whose initial attractions are negative never update their values and
may eventually miss positive utilities. As a consequence, the overall system will
converge to a state with a fraction of buyers smaller than the value predicted
by the phase diagram.
In the case of time-decay learning κ = 0, φ > 1, convergence may arise
just because µ(t) decreases too fast, stopping untimely the learning process.
Then, nothing can be predicted about the values of the attractions, that become
freezed because the updating coeﬃcient vanish, and not because the utilities
become stationary. In the simulation results of next section we present dramatic
consequences of early stopping on the equilibria reached by the system.

6

Simulation results

In this section we describe the results obtained for qualitatively diﬀerent learning
schemes. Most of the results at convergence turn out to be the same with both
kinds of dynamics (parallel and sequential). In the following we present results
for both dynamics only when they diﬀer.

6.1

Myopic Fictitious Play

Inserting the parameters of this learning rule (κ = 1, φ = 0, δ = 1) into (10)
gives
(16)
Ai (t + τ ) = Ui (t),
where Ui (t) is the actual payoﬀ of strategy ωi = 1, given by equation (1). Agents
are myopic in the sense that at each time step t they update their attractions
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Figure 2:

Myopic ﬁctitious play (κ = 1, φ = 0, δ = 1). Learning time (averaged over 100 systems:
error bars are smaller than the symbols) versus p − h for j = 1 and j = 4. Remark the diﬀerent
time scales (above: parallel dynamics, below: sequential dynamics).

for the next time considering only the utility of the current period. As stated
in the previous section, a system of myopic-learning agents will reach the same
equilibrium as a system of rational agents with complete information. They
only need enough time to converge.
The learning time is deﬁned as the number of time steps τ needed until the
attractions of all the agents reach their stationary states (with asynchronous
dynamics there are N sequential updates in one time step, with parallel dynamics all the N agents are updated simultaneously in one time step). Figures
2 present our results with both kinds of dynamics, as a function of the diﬀerence between the price p and the mean IWP h of the population, for diﬀerent
initializations. Each point in the ﬁgure represents the average over 100 simulated systems (each one corresponds to one realization of the random values hi
(1 ≤ i ≤ N , N = 1000).
With parallel dynamics the system reaches the equilibrium faster than with
sequential dynamics: parallelization speeds-up the learning process because attractions are updated based on the decisions of all the agents at the previous
time step. In sequential dynamics the information used by the N agents successively selected for updating is a mixture of the states of individuals already
updated and those who still have their previous time-step states.
In diﬀerent regions of the phase diagram (ﬁg. 1) agents spend diﬀerent times
to learn. Consider the case j = 1, when p − h < j − b (hashed region in ﬁgure 1).
With the optimistic initialization and parallel dynamics all the agents buy from
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the start, η(0) = 1, so that at the next time step all the attractions have the
values of the utilities at equilibrium: convergence is reached whatever the initial
values of the Ai . With the pessimistic initialization (ωi = 0 for all i), η(0) = 0 at
start. Since the utilities of individuals with hi > p are positive independently of
the fraction of buyers, at the second time-step their attractions become positive,
inducing them to buy. Thus, η(1) > 0, so that at the next time step more agents
will buy. This entails in turn a new increase of η. Progressively, at the pace
of the successive updates, more and more individuals decide to buy thanks to
their updated attractions, which increase linearly with η, leading the system to
its unique Nash equilibrium, η = 1.
As may be seen on the left ﬁgures 2, learning times for pessimistic and random initializations increase with p − h in the region where the Nash equilibrium
is η = 1, that is, up to p − h = j − b. For slightly larger prices, the learning
times present a cusp, which is most conspicuous with pessimistic and random
initializations. This is an indication that when very few individuals should not
buy, ﬁnding the system’s equilibrium through individual learning is a diﬃcult
task, which becomes easier for increasing prices. There is an interesting crossing
of the curves for optimistic and pessimistic initializations, and a dramatic drop
of the learning time for random initialization at p − h ≈ 0.3284. At this value,
η ≈ 0.5 at equilibrium, which is close to the initial fraction of buyers when
the initialization is at random. This explains the corresponding short learning
times: after the ﬁrst time step the payoﬀs correspond to those with approximatively one half of buyers in the population, which are close to the equilibrium
attraction values. More generally, the optimistic (pessimistic) initialization is
closer to the correct guess when equilibrium corresponds to η > 1/2 (η < 1/2).
Beyond p − h = 2b, the Nash equilibrium is η = 0, and the situation is inverted
with respect to the η = 1 state: the pessimistic initialization presents the fastest
convergence.
If the social inﬂuence is large, j = 4, outside the coexistence region p1 <
p < p2 , the learning task is similar to the one when j = 1 because there is a
single equilibrium. Learning times follow the same trends as for j = 1 although
they are longer. The position of the cusp in the coexistence region depends on
the initialization. With cold start, the cusps in learning times fall exactly at
the boundaries of the coexistence region, where the fraction of buyers presents
a discontinuity. In the coexistence region the variances are larger, reﬂecting the
fact (see below) that the systems converge to either one or the other solution,
with quite diﬀerent learning times.
Sequential and parallel updating show similar behaviours (upper and lower
graphs in ﬁgure 2), but the learning times with the former is dramatically higher
than with the latter for the same reasons as for j = 1.
Optimistic and pessimistic initializations give reliable bounds to the learning
times corresponding to random initializations. Exceptions occur when by chance
the initialization results in a value of η(0) already close to the equilibrium.
Consider now the fraction of buyers at equilibrium. Since they turn out to
be the same for both the dynamics, we only present results for parallel updating
in ﬁgure 3. For j = 1, for each price all the simulated systems converge to the
same value of η: the equilibria are unique, consistently with the phase diagram.
For j = 4, as shown in the phase diagram, there exists a range of p−h where the
system presents two possible stable solutions, one with a large fraction of buyers,
another with a small one. This coexistence of solutions reveals the customers
14

Figure 3: Myopic ﬁctitious play (κ = 1, φ = 0, δ = 1). η at equilibrium versus p − h for j = 1
and j = 4. When non visible, error bars are smaller than the symbols’ sizes. The full lines are the
analytical predictions for the rational (Nash) equilibrium. Parallel and sequential dynamic give the
same results.
coordination problem. To receive the highest payoﬀs agents must spontaneously
coordinate. Otherwise, the system gets stuck in the low-η ineﬃcient equilibrium,
at which every customer has a smaller payoﬀ.
Within our model, for this value of j > jB the social inﬂuence is strong
enough, and when coordination is successful the overall population buys, even if
the price is larger than the willingness to pay of most individuals. Dynamically,
if at a time t there are enough agents with positive attractions (that decide to
buy), then individuals with negative attractions (that did not buy at time t) will
have positive utilities thanks to the term jηi (t) in (16), making the population
evolve to the state η = 1. Clearly, the possibility of such an evolution depends
on the initial conditions. If this avalanche process leading to the large η solution
does not take place, the system gets trapped in the ineﬃcient low-η equilibrium.
This happens with the pessimistic initialization. The optimistic initialization
allows to reach the optimal Nash equilibrium because coordination is set from
the start. The fact that the averages corresponding to the random initialization
in ﬁgure 3 (right hand side) lie within the two theoretical solutions simply
reﬂects the fact that the simulated systems converge either to one or to the
other state, strongly depending on the details of the initial conditions. In fact the
distribution of the results is bimodal; this is why the averages in the coexistence
region present larger variances than elsewhere. This very same phenomenon has
been invoqued by Glaeser et al.[15] to explain the large variances in criminality
rates across cities.
Customers with IWP that satisfy h + xi < p may buy if the social inﬂuence
term is large enough to verify h + xi − p + jη > 0. They are a fraction of
individuals among the N η buyers, represented on ﬁgure 4. Clearly, the social
inﬂuence is larger at the boundary of the η = 1 phase, where the price is the
highest with still 100% of buyers. When j = 4, in the coexistence region,
these customers are the potential loosers if coordination is unsuccessful. At the
highest price edge of the coexistence region, when coordination is successful,
100% of the population are socially inﬂuenced customers.
Since learning by agents takes time, the monopolist may or not take advantage of this fact even at a ﬁxed price. An indication of the characteristics of a
learning rule and the role of the initial conditions from the seller’s point of view
may be gathered by studying, in the case of a monopoly market, the monopo15

Figure 4:

Myopic ﬁctitious play (κ = 1, φ = 0, δ = 1). Fraction of customers that buy at
equilibrium thanks to the social inﬂuence. If j = 0, these agents would choose not to buy.

Figure 5:

Myopic ﬁctitious play (κ = 1, φ = 0, δ = 1). Attractions at convergence of learning
process at diﬀerence prices, as a function of xi ≡ hi − h. The prices for j = 1 correspond to three
diﬀerent regions of the phase diagram. The fraction of buyers are η = 1 for p− h = −1.1, η = 0.4195
for p − h = 0.5 and η = 0 for p − h = 3.1. For j = 4, when p − h = 2.0 attractions converge to two
diﬀerent ﬁxed points (with equilibrium fraction of buyers η = 0.0666 and η = 1), depending on the
initial condition, whereas η = 1 for p − h = 1.5 and η = 0 for p − h = 3.0.

list’s cumulated beneﬁt or payoﬀ during the learning process. However, we do
not consider here the monopolist’s side, which will be analyzed in a forthcoming
paper.
At the end of learning process the attractions for buying of the N agents
converge towards the ﬁxed points given by limt→∞ Ai (t) = hi − p + jη, where
η is the fraction of buyers at convergence. That is, they take the values of
the equilibrium payoﬀs. These attractions are plotted against the individuals’
IWP values xi , for a single system at three diﬀerent prices, corresponding to
equilibria with η = 1, 0 < η < 1 and η = 0 (upper, intermediate and lower curves
respectively). As expected, the attractions are proportional to η (although
individuals do not estimate η to determine the attractions) because in myopic
learning these are the actual equilibria payoﬀs. Notice the lower density of points
at large xi , which reﬂects the fact that there are fewer individuals with large
IWP than with small ones, due to the considered triangular distribution. Both
kinds of updating dynamics, i.e. parallel and sequential, give similar results.
When j = 4, optimistic and pessimistic initializations give consistently diﬀerent
attraction values at convergence, depending on whether coordination has been
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Figure 6:

Time-averaged reinforcement learning (κ = 1, δ = 0, φ = 0.5). Attractions at convergence of learning process at three diﬀerence prices, as a function of xi ≡ hi − h. See the caption of
ﬁgure 5 for the fraction of buyers at the diﬀerent prices.

Figure 7:

Time-averaged reinforcement learning (κ = 1, δ = 0, φ = 0.5). η at equilibrium versus
p − h for j = 1 and j = 4. When non visible, error bars are smaller than the symbols’ sizes. The
full lines are the analytical predictions for the rational (Nash) equilibrium. Parallel and sequential
dynamic give the same results.

achieved or not.

6.2

Time-Averaged Reinforcement Learning

Within this learning scheme, κ = 1, δ = 0, 0 < φ < 1, so that the attractions
for buying are updated according to

φ Ai (t) + (1 − φ) Ui if ωi (t) = 1,
(17)
Ai (t + 1) =
if ωi (t) = 0.
φ Ai (t)
That is, non-buyers depreciate the attraction for buying by a factor φ. Buyers,
on the contrary, use their payoﬀs for updating the attraction, which is a weighted
average of the previous value and the actual payoﬀ.
In our simulations we used φ = 0.5. As distinct from the learning rules
presented above, with reinforcement-type learning rules the outcome of the system’s behavior strongly depends on the initial states, even when the equilibrium
state is unique. Individuals with states ωi = 0 do not use information of the
payoﬀs they would have obtained upon buying. In other words, whenever an
agent is led to make the decision ωi = 0 during the learning process, the absolute
17

value of his attraction for buying will begin to decrease with time, but keeping
the (negative) sign that induced him not to buy for the ﬁrst time. Thus, the
agent will persist in state ω = 0, independently of the environment’s evolution.
At the end of the learning process the attraction values converge toward ﬁxed
points that depend on the strategies at convergence. If the latter are ωi = 1, the
ﬁxed points are the actual payoﬀs Ai = Ui , but if ωi = 0, then at convergence
Ai = 0. This is illustrated by the distribution of the individuals’ attractions as a
function of their IWP (ﬁgure 6), and explains that the values of η at convergence
are systematically smaller (or equal) to those at the Nash equilibria, as may be
seen on ﬁgures 7. The only exception is for the optimistic initialization, because
in that case all the individuals buy from the start. This allows them to estimate
the corresponding attraction and eventually realize that the utility is negative.
Since the updating is gradual, negative utilities do not necessarily produce an
immediate change in the learners attractions’ sign. Therefore, learners continue
to buy (exploring thus a loosing strategy) for several periods before they switch
to strategy ω = 0, explaining that with this initialization the behaviour of the
system is similar to that with myopic learning.
All the other quantities present the initialization-dependent behaviour that
may be expected from ﬁgures 7, but show strong dependencies with the value
of φ.

6.3

Weighted Belief learning

Weighted Belief learning is an intermediate scheme between ﬁctitious play and
reinforcement learning. The learning parameters of the simulations are κ = 0,
δ = 0.5, and φ = 0.5. With this learning rule, after making his decision, each
agent updates his attraction for buying according to

(1 − µ(t))Ai (t) + µ(t) Ui (t)
if ωi (t) = 1,
(18)
Ai (t + 1) =
(1 − µ(t))Ai (t) + µ(t) δ Ui (t) if ωi (t) = 0,
with µ(t) given by (12). Old attractions are reduced by a time increasing factor 1 − µ(t): results of past experiences are gradually forgotten, meaning that
agents value current experiences more than earlier ones. The agent updates the
attraction for buying using the actually yielded utility, underweighting it by a
factor δ < 1 if his actual strategy was not to buy. This type of learning rule
gives results similar to those with myopic ﬁctitious play for equilibrium quantities like the fraction of buyers and the social inﬂuence. However, there is a
quantitative diﬀerence in the learning time, see ﬁgure 8, and consequently, in
cumulated quantities.
The learning time is sensitive to the decay factor φ: the stronger agents
remember their past values the slower they learn. Since agents weight diﬀerently
the received and the hypothetical payoﬀs, the learning time is also aﬀected by
the weighting factor δ. When δ → 1, earned and forgone payoﬀs tend to be used
almost in similar footings. Agents use information more eﬃciently, closer to a
ﬁctitious play setting, and consequently learning times are shortened.
At the end of the learning process the attractions converge towards the ﬁxed
points Ai = [δ + (1 − δ) ωi )]Ui . So, if ωi = 1 they converge to Ai = Ui , but to
Ai = δ Ui if ωi = 0 (see the two diﬀerent slopes on ﬁgure 9). In any case, the
agent selects always the best action because the sign of the attraction is correct.
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Figure 8:

Weighted belief learning (κ = 0, φ = 0.5, δ = 0.5). Learning time (averaged over 100
systems: error bars are smaller than the symbols) versus p − h for j = 1 and j = 4, (above: parallel
dynamics, below: sequential dynamics).

Figure 9:

Weighted belief learning (κ = 0, φ = 0.5, δ = 0.5). Attractions at convergence of
learning process at three diﬀerence prices, as a function of xi ≡ hi − h. See the caption of ﬁgure 5
for the fraction of buyers at the diﬀerent prices.

19

However, we expect this misestimation of the utility of buying by non-buyers to
bring about consequences in trembling-hand decisions, where the magnitudes,
and not only the sign, of the attractions are important.

6.4

Time-Decay Fictitious Play

The updating rule for time-decay ﬁctitious play is
Ai (t + 1) =

φ
µ(t)
Ai (t) +
Ui ,
φ + µ(t)
µ(t) + φ

(19)

with φ > 1, meaning that the learning rate decays to zero like φ−t independently
of the initial value µ(0). Thus, for t
(log φ)−1 the learning ability declines
dramatically. Learning is stopped not because the utilities have converged to
equilibrium values, but due to the time cut-oﬀ in the learning rate. The freezed
values of the attractions at the end of the learning process depend crucially on
the initial values Ai (0), and do not reﬂect generic properties of the system. The
dramatic consequences of this early stopping can be seen on ﬁgures 10 for the
sequential dynamics and 11 for parallel dynamics, where the freezed attraction
values are plotted against the individual IWPs for the same prices as with the
other learning rules presented previously, and for three diﬀerent ranges m of
initial values.
At each value of m, the ﬁnal attractions are much more spread for sequential
than for parallel updating. This reﬂects the fact that in each period of sequential
dynamics about 30% of the population do not update their choices nor their
attractions. They keep their values of the preceding period, adding thus noise
to the state of the system.

7

Conclusion

Learning through past experience is a plausible mechanism for social agents
when they have to make decisions whose values are function of the decisions of
others. Depending on the amount of available information, the learning schemes
may diﬀer. The aim of this paper was to explore at what extent diﬀerent learning
rules may lead to diﬀerent collective results in a simple market model where
individuals have to decide whether to buy or not a given good at a posted price.
We considered learning schemes where individuals must make their decisions
repeatedly, and base them on attraction values they associate to the possible
strategies. Starting with some initial guesses, learning amounts to modify the
attractions iteratively, after each decision, using information of the corresponding payoﬀs.
Assuming that the population is homogeneous with respect to learning, i.e.
all the individuals use the same learning rule, we analyzed myopic ﬁctitious play,
time-average reinforcement learning, weighted belief learning and time-decay
ﬁctitious play. Depending on the strength of the social interaction, the learning
times and the equilibria reached by the system may vary, depending on the
learning rule. With rules that use more information, like the diﬀerent variants
of ﬁctitious play, the systems are more likely to reach the Nash equilibria than
with reinforcement learning, because the latter only uses information concerning
the actually played strategies. In fact, with reinforcement learning the system
20

Figure 10:

Time-decay ﬁctitious play (κ = 0, φ = 1.5, δ = 1). Attractions at convergence of
learning process for m = 0.1, m = 1, m = 5 respectively, for the same prices as the preceding
learning rules, as a function of xi ≡ hi − h, with sequential dynamics.
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Figure 11:

Time-decay ﬁctitious play (κ = 0, φ = 1.5, δ = 1). Attractions at convergence of
learning process for m = 0.1, m = 1, m = 5 respectively, for the same prices as the preceding
learning rules, as a function of xi ≡ hi − h, with parallel dynamics.
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converges to non-optimal collective states, with fractions of buyers that depend
on the initial states and that are systematically lower than the values at the
corresponding Nash equilibria.
Learning times are very diﬀerent and strongly dependent on the parameters
of the rules. When the system presents two possible Nash equilibria, learning
times are dramatically larger than when the equilibrium is unique.
Among the open questions left by the present investigation, we are considering learning schemes where the individuals are assumed to know the additive
structure of their utility function. Then, they need to learn an estimation of the
fraction of buyers and use equation (1) to calculate the attractions. Preliminary results show that the results are qualitatively diﬀerent from those presented
here.
We restricted to deterministic decision rules: individuals choose their strategy according to the value of the attraction. Results of simulations with probabilistic (trembling-hand) decision rules, as well as analytical studies of these
dynamics, will be published elsewere.
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